
CS357 Database Systems Implementation 

Solutions to Exam 1 

 

1.  (15 points)    The following JDBC program is intended to write “yes” if the drama department 

has a major named joe, and “no” otherwise.  Please complete it. 

 
import java.sql.*;  

import simpledb. remote.SimpleDriver;  

 

public class IsJoeInDrama {  

    public static void main(String[] args) {  

  Connection conn = null;  

  try {  

   Driver d = new SimpleDriver();  

   conn = d.connect("jdbc:simpledb://localhost", null);  

 

String qry = ñselect SId from STUDENT, DEPT  

       where MajorId=DId  

       and DName=ódramaô and SName=ójoeô ò; 

 

Statement stmt = conn.createStatement();  

ResultSet rs   = stmt.executeQuery(qry);  

 

if ( rs.next() )  

 System.out.println( ñyes ò);  

else  

 System.out.println( ñnoò);  

rs.close();  
  }  

  catch(SQLException e)  { e.printStackTrace();}  

  finally {  

   try {  

    if (conn != null) conn.close();  

   }  

   catch (SQLException e) {}  

  }  

 }  

}  

 

2.  (15 points)  Consider a single-platter disk containing 10,000 tracks and spinning at 5,000 rpm.  

Each track holds 120 sectors, and each sector contains 2K bytes.   

a)  What is the capacity of the platter? 

 
10,000 tracks * 120 sectors/track * 2K bytes/sector  

 = 2,400,000KB = 2.4GB  

 

b)  What is the maximum transfer rate? 

 
5,000 rpm = 5,000*120*2K/60 by tes/sec  

 = 20,000 KB/sec = 20MB/sec  



 

3.  (5 points)   Can a block ever be pinned to more than one buffer?  Explain briefly. 

 
No. That is the entire point of buffer management. The buffer 

manager will always try to use an existing buffer.  

 

 

 

4.  (30 points)  Let A, B, and C denote blocks.  Consider the following three transaction histories: 
 

T1:  R( A); R(C); W(C )  

T2:  W(B); W(A)  

T3:  R( C); R( B)  
 

Suppose these transactions execute according to the following schedule: 

 
R1( A); W2(B); R 3(C); R 1(C); W 2(A); R 3(B ); W 1(C)  
 

 

a)  Is this schedule serializable?  If so, give its equivalent serial schedule. If not, describe the problem. 

 
R1(A) conflicts with W 2(A), so T 1 must come before T 2.  

W2(B) conflicts with R 3(B), so T 2 must come before T 3.  

R3(C) conflicts with W 1( C), so T 3 must come before T 1.  

 

Because there is a dependency cycle, the schedule is not 

serializable.  

 

Some people said that it wasnôt serializable because the 

txs do not finish in the same order as they started, or 

that T1 has to come before T2 and after  T3.  These things 

do not imply non - serializability.  For example, suppose T2 

did R(B) instead of W(B).  Then you can check that the 

schedule would be serializable, with the serial order of 

T3, T1, T2.  

 

b)  Assume that the transactions all follow the standard lock protocol: 

 Each transaction gets a shared lock on a block before reading it. 

 Each transaction gets an exclusive lock on a block before writing it. 

 Each transaction releases all its locks after committing. 

Describe what happens when the above schedule gets executed. 

 
T1 has slocks on A a nd C. It is waiting for an xlock on C.  

T2 has an xlock on B.  It is waiting for an xlock on A.  

T3 has an slock on C.  It is waiting for an slock on B.  

 

DEADLOCK! 



 

c)  Assume that T1 is the oldest transaction, followed by T2 and T3.  The wait-die deadlock-

avoidance protocol rolls back any transaction that has to wait for an older one.  If this protocol is 

applied to the above schedule, which transaction(s) get rolled back, and when? 

 
T2 wants the lock held by T1.  Therefore  T2 will get rolled 

back.  When T2 gets rolled back it releases its lock on B.  

Thus T3 will not have to wait for the lock, and thus will 

not get rolled back.  

 

 

 

 

5.  In this problem we compare the commit and rollback methods in class Transaction.   

 

a)  (5 points)  The commit method writes a COMMIT log record to the log, and rollback writes a 

ROLLBACK method to the log.  The commit method cannot complete until its log record has 

been written to disk.  What about rollback?  Should this method be allowed to complete before 

its log record is written to disk?  Explain. 

 
Yes.  If the ROLLBACK record doesnôt make it to disk, then 

the tx will be rolled back again during recovery.  That is 

redundant, but not incorrect.  Given that recovery is 

typically infrequent, i t makes more sense to  save a disk 

access by  not writing the  log page to disk ,  than to worry 

about doing extra work during recovery.  

 

 

b)  (10 points)  The commit method flushes all buffers it has modified.  Explain why rollback 

does not need to do that.  Also explain why rollback cannot just ignore the modified buffers.  

What should it do with them? 

 
The buffers do not need to get flushed because the modified 

values are not needed ï the rollback method will undo them 

anyway.  Not flushing the buffers saves disk accesses, and is 

therefore a good thing.  

 

If the modified buffers are ignored, however, their contents 

will eventually get written to the disk when th at bufferôs 

contents gets replaced.  This is bad, since those 

modifications have already been rolled back.  

 

The solution is to tell the buffers that they are no  longer 

assigned to a block, so that the buffer manager will read in 

the correct version from disk .  

 

 



6.  (20 points)  In SimpleDB, each transaction does the following: 

 It pins a page before any calls to the get/set methods.  

 It obtains an slock on the page during each call to getInt or getString. 

 It obtains an xlock on the page during each call to setInt or setString. 

 It unpins the page when it is finished calling the get/set methods. 

 It releases the locks when it commits (or rolls back). 

There are many alternative ways to do things, some good, some bad.  For each of the following 

variations, say whether the transaction’s behavior will still be correct.  If it is not correct, explain 

why.  If it is correct, indicate whether it will be more or less efficient than in SimpleDB. 

 

a)  Instead of obtaining the slock during the get methods, the transaction could obtain the lock 

during the pin method. 

 
Correct.  This variation is probably better than SimpleDB, 

because the lock is requested  only once.  (It is extremely 

unlikely t hat a tx would pin a page and not immediately read 

from it.)  Moreover, it keeps the tx from holding a buffer 

while waiting for its lock; it is usually better to get the 

lock first, and then pin the buffer.  

 

Several people didnôt realize that a tx is able to have both 

an slock and  an xlock on a block, and thought that this 

variation would therefore not allow writing.  However, a tx 

can ask for as many locks as it wants on a block without 

causing a conflict .  (Look at the code for ComcurrencyMgr .)  

 

b)   Instead of obtaining the xlock during the get methods, the transaction could obtain the lock 

during the pin method. 

 
Correct.  However, t his variation hogs resources and is very 

inefficient, because the tx will get an xlock for every page, 

even if it only needs an slock . Getting unnecessary xlocks  

also increases the probabi lity of deadlock.  

 

 

c)  The transaction could unpin all pages when it commits. 

 
Correct. This variation is also very inefficient.  Holding 

onto buffers when they are no longer needed may cause  other 

txs to wait for buffers, and in fact w ould cause the tx t o 

deadlock  if it reads more blocks than there are buffers .  

 

 

d)  The transaction could unlock the page during the unpin method. 

 
Incorrect.  This variation violates the lock protocol .  


