
CS357: Database Systems Implementation 

Class 5:  1/25/08 

1. Interfaces vs. Classes in Java 

 Every class can be thought of as having an interface and an implementation. 

ï The interface consists of what methods clients can call. 

ï The implementation consists of the code for those methods. 

 Example: Consider a personal dictionary. 

ï Here is an outline of the class code: 

 
  public class Dictionary {  

   ...   

   public void addWord(String word, String definition) {  

    ...  

   }  

 

   public String getDefinition(String word) {  

    ...  

   }  

  }  

 

ï And here is how a Java program might use it: 

 
 Dictionary dict = new Dictionary();  

 dict.addWord(ñbovineò, ñox- likeò); 

 dict.addWord(ñaddledò, ñhopelessly confusedò); 

 String def = dict.getDefinition(ñbovineò); 

 

 Note how the client program really doesnôt care how the dictionary is 

implemented. 

ï It just cares about the classôs ñinterfaceò. 

 So how are we going to implement the class anyway? 

 We could use a lot of techniques.  Here are four that come to mind: 

ï two parallel string arrays, one that has the words and the other that has the 

definitions. 

ï a linked list of (word,def) pairs. 

ï a hash table of (word,def) pairs, hashed on the word. 

ï a binary search tree of (word,def) pairs, sorted by the word. 

 If we want to use a different implementation, we just change the code for the 

methods, and the client doesnôt know the difference. 

 NOW, suppose instead that we want to let the client choose the implementation. 

ï We would need to keep each implementation in its own class. 

ï Note that these classes are related, because they have the same public 

methods, and are used identically. 

 We use a Java interface to express this connection. 

 
 public interface  Dictionary {  



  public void addWord(S tring word, String definition);  

  public String getDefinition(String word);  

 }  

 

 public class HashDictionary implements Dictionary {  

  ...  

 }  

 

 public class ListDictionary implements Dictionary {  

  ...  

 }  

 

 The client code then changes as follows: 

 
 Dictionary dict = new HashDictionary();  

  

ï The variable dict is of type Dictionary.  The type of a variable says what 

methods it can call.  Thus the type can be an interface as well as a class. 

ï The variable dict holds an object of class HashDictionary.  This object 

knows how to implement the methods of the interface. 

2. Interfaces in the Java Collections Framework 

 The collection classes in Java are organized by interface. 

 Example: List is an interface, whereas ArrayList and LinkedList are implementing 

classes. 

 Example: Map is an interface, whereas HashMap and TreeMap are implementing 

classes. 

 Look at the JavaDoc API for these classes. 

3. Interfaces in JDBC 

 The types Driver, Connection, Statement, and ResultSet are all interfaces. 

 Each database system has its own classes that implement these interfaces. 

ï In SimpleDB, the classes are SimpleDriver, SimpleConnection, etc. 

 Look at the StudentMajor demo.  

ï The code chooses which driver it wants to use, based on which database 

server it intends to access. 

ï Then when the code calls a method (such as d.connect), it assumes that the 

method will return a class of type Connection.  It does not care what the 

actual class name is. 

 Look at the JavaDoc API for the package java.sql. 

ï Note that there are very few classes.  Most things are interfaces. 

ï These classes and interfaces constitute what is known as JDBC. 

4. The SQLInterperter Client Code 

 Look at how it handles exceptions. 

ï An exception doesnôt cause the program to die. 

ï Instead, the program prints a stack trace, and then asks for another query. 



ï We could alter the program so that it just prints ñtry againò, and you 
wouldnôt even notice that an exception occurred. 

 The code uses the ResultSetMetaData interface to determine the fields of the 

output table (so that it can print it out).  You can ignore this interface. 

5. Computing in Java vs. SQL 

 It is always possible to write a client that just retrieves the entire database, and 

then write code to do what a complex SQL query might do. 

 Example: Finding the students graduating in 2005. 

ï One way has code that does filering on the server: 

 
String s = ñselect sname from student where gradyear = 2005ò; 

ResultSet rs = stmt.executeQuery(s);  

while (rs.next())  

 System.out.println(rs.getString(ñsnameò); 

rs.close();  

 

ï The other way does the filtering on the client: 

 
String s = ñselect sname, gradyear  from studentò; 

ResultSet rs = stmt.execute Query(s);  

while (rs.next())  

 if (rsgetInt(ñgradyearò) == 2005) 

  System.out.println(rs.getString(ñsnameò); 

rs.close();  

 

ï Which way is better? 

 Rule of thumb:  Do as much in the server as possible. 

ï Reason 1:  Less network traffic 

ï Reason 2:  Server knows how to optimize queries, so it is almost always 

faster.  

 You can have very clever ways to do things on the client. 

ï Example:  Look at the client class FindMajors.  Note how it does the joining 

and filtering on the server. 

ï Rewrite it so that it does everything on the client (as in Figure 8-22 of the text). 

ï Is this a good idea? 

ï No.  The database system is probably going to do something similar. 
 


