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1. Record Management
e We now consider the next level of the db system.

— Instead of thinking of a database as a bunch of values inside of blocks, we
now think of it as a bunch of records (that contain values) inside of a file
(that contains blocks).

— Example: Recall the TxMgrTestcode. The corresponding record-level
code is in the program RecordMgrTest

— Note how blocks are not even a part of the conceptual interface.
e So how to store records in blocks?
— There are several issues that need to be addressed.
—Let’ s |l ook at those iIissues.

2. Spanned or Unspanned Records?
e Give example (Figure 15-1).
e Advantage of spanned:
— No wasted space.
— Records can be over 1 block long.
e Disadvantage of spanned:

— More complex to implement, as a record might encompass multiple
blocks.

— May need to recompose a record in a memory area apart from the buffer
pages.

3. Fixed-Length Records?
e Most fields are fixed-length.
e The exception is fields of type String

e Option 1:
— Choose a maximum length string, and store all strings using that amount
of bytes.
— This option wastes space, but results in fixed-length records.
e Option 2:

— Store each string using the number of bytes it requires.
— This option results in smaller records, but of varying length.
e The problem with variable-length records:

—Suppose that we want to modify a fie
to another (say, ‘abcdefghijkl mnop’)

— Then the size of the record increases, so the other records in the block
need to get shifted over.

— In fact, the records could get shifted out of the block altogether!
— Solution: Use an overflow block
— This is ok, but is inelegant and gets messy.



4. Alignment

The obvious way for the db system to allocate a record is to place all of the fields
next to each other.

— The length of the record is thus the sum of the lengths of the fields.
— This is what SimpleDB does.
However, some db systems need to be careful to align values on byte boundaries.
— Integers on 4-byte boundaries,
— Doubles on 8-byte boundaries, etc.
It does so by padding the previous field so that it ends on the appropriate
boundary.
It also needs to pad the record so that its length is on the appropriate boundary.

— E.g. if the record contains only ints, then the record length must be a
multiple of 4.

— If the record contains a double then the record length must be a multiple
of 8. Etc.
Example:
create table T(A varchar(5), B int, C varchar(5))

— The varchar(5) fields require 9 bytes.
— So we pad A with 3 bytes.
— We also have to pad the record with 3 bytes.

— Note that the record size can be smaller if we position fields A and C next
to each other.



