CS357: Database Systems Implementation
Class 24: 3/17/08

1. Implementing Table Scans

A table scan opens a record file for the table.

Each Scan operation is implemented by calling the analogous operation on the
underlying record file.

Look at the code (TableScan.java).

2. Implementing Select Scans

Its constructor takes two arguments:
T an underlying scan
T apredicate
The job of the scan is to retrieve only those records from the underlying scan that
satisfy the predicate.
In particular, consider how to implement the nextmethod.
T It needs to call the nextmethod on the underlying scan repeatedly, until it
encounters a record that satisfies the predicate. Then it can return true.
T When the underlying nextmethod eventually returns false, then this
method returns false.
It is important to understand how this recursion works.
T The select scan is not creating an output table.
T Instead, it is using the records of its underlying input table.
I The Acurrent recordo of the select
underlying input.
T The get methods on the select scan simply call the get methods on the
underlying scan.
Look at the code for SelectScan
Example: Look at the operation select(STUDENT, GradYr=2008)

T The corresponding Java Scan code is:

Tablelnfo ti = SimpleDB .mdMgr().getTablelnfo( "student " tx);
Scan sl = new TableScan(ti, tx);

Predicate pred = new Predicate(. . .); //GradYr=2008

Scan s2 = new SelectScan(s1, pred);

while (s2.next())
System.out.println(s2.getString( " sname"));
s2.close();

I Draw a picture of what is going on in SimpleDB.
T That is, the tablescan holds a recordfile which holds a recordpage which
holds a tx which holds a buffer which holds a page.
Look at the code for method getString
T 1t calls the code for the underlying scan.



T This is the table scan, which goes to its record chain.

T The record chain goes to its record page, which goes to its buffer, etc.
e Now look at the code for method next

T It repeatedly calls s.next

T This goes to the underlying record file.

T The method stops when it either finds an underlying record that satisfies
the predicate, or when the record chain finishes.
e Now look at the same example with an additional selection predicate:

select( select(STUDENT, GradYr=2008) , Majorld=10)

T Here is the revised code:

Tablelnfo ti = SimpleDB.mdMgr().getTablelnfo( "student " ,tx);
Scan s1 = new TableScan(ti, tx);

Predicate pred = new Predicate(. . .); //GradYr=2008

Scan s2 = new SelectScan(sl, pred);

Predicate pred2 = new Predicate(. . .); //Majorld=10
Scan s3 = new SelectScan(s2, pred2);

while (s3.next())
System.out.printin(s3.getString( " sname"));
s3.close();

T Redraw the picture.

T Note that there is still just one tablescan and one buffer and one current
record.

T Show what a call to s3.nextdoes.

3. Project Scans
e These are easy to implement.
T The call to nextjust calls nextrecursively on the underlying scan.
T The only thing that the scan needs to do specially is to make sure that
unmentioned fields cannot be accessed.
e Look at the code for ProjectScan

4. Product Scans

e Consider the example operation product( STUDENTDEPT) which has the
following Java implementation (from Figure 17-5):



SimpleDB.init("studentdb");
Transaction tx = new Transaction();
MetadataMgr mdMgr = SimpleDB.mdMgr();

/[ the STUDENT nod e
Tablelnfo sti = mdMgr.getTablelnfo("student”, tx);
Scan sl = new TableScan(sti, tx);

/l the DEPT node
Tablelnfo dti = mdMgr.getTablelnfo("dept", tx);
Scan s2 = new TableScan(dti, tx);

/l the Product node
Scan s3 = new ProductScan(sl, s2);

¢ Whati s the fAcurrent recordod of this scan?
T There will be a recordfile for each table.
T The current record is the current record of each recordfile.
1 That is, the values of the current record are contained in two buffers.
e Look at the code for s3getnt.
T Itlooksin s16s scan or s26s scan, dependi
e How to implement the method nex?
I The method needs to generate all possible combinations of records.
T Solution: for each record of s, traverse the records of s2.
T That is, travermde tgladvershais® désn aocer,ai n
record of s1.
T Look at the code for ProductScan

5. Pipelined Execution
e The characteristic feature of these implementations is that they do not construct
output records.
T Instead, the ficurrent output record® of a node is determined by the current
record of its children.
T Note the recursive nature of this definition.
e Consequently, each interior node knows nothing.
T When confronted with a Scanmethod, it must query its child nodes to
figure out the answer.
e Each leaf node (which corresponds to a table) knows everything about the current
record for that table.



