
CS357: Database Systems Implementation 

Class 31:  4/7/08 

1. Wrapping the Remote Stubs 

 The problem with the remote classes is that they do not throw an SQLException, 

as required by JDBC. 

ï The solution is to create corresponding classes that wrap the remote class. 

ï When the remote class throws an exception, the wrapper class catches the 

exception and throws an SQLException instead. 

 In SimpleDB, these wrapper classes are all named SimpleXXX. 

ï Look at the code for SimpleConnection. 

 Each SimpleXXX class extends the corresponding XXXAdapter class. 

ï This is how they can implement the JDBC interface, which has numerous 

methods. 

ï The adapter class has a method for each interface method, the body of 

which throws an exception. 

ï The methods in the SimpleXXX classes override the exception-generating 

methods. 

ï The result is that we get a class that implements what we want (or need), 

without having to implement everything that we donôt want. 

2. Example:  How to Implement a New JDBC Method 

 In JDBC, the ResultSet interface has afterLast and previous methods. 

ï In the ditributed code, these methods throw exceptions because they are 

not implemented. 

ï But for HW7, we implemented them.  Here is what we did. 

 You need to modify 3 classes: 

ï You need to add the method to the remote interface 

3. Indexing 

 Suppose that 30 ENROLL records fit into a block (as in Figure 16-7). 

 Consider the following query: 
select Grade from ENROLL where StudentId = 6  

 Instead of scanning ENROLL, letôs keep a file that is StudentId-specific: 

ï Each record contains a StudentId value, plus the rid of the ENROLL 

record having that Id. 

ï show picture 

ï This file is called an index on the field StudentId. 

 To execute the above query, we can do the following: 

ï Scan through the index.   

ï Each time we find an index record containing a StudentId value of 6, we 

go to the corresponding ENROLL block and get its record directly. 

4. The Cost of Using an Index 

 What is the cost of using an index? 



ï Total cost = cost of searching the index, plus #matching records. 

ï We could scan the index. 

ï Since index records are smaller, there will be fewer blocks and so we will 

save time. 

ï A better idea is to organize the index using a fancy data structure (such as 

a hash table or a tree).  This can get the search cost down to a very small 

number (<5, usually), which is a big win. 

 Calculate the cost of the previous query: 

ï There are about 34 records in ENROLL for each StudentId. 

ï Thus the cost is 34 + search cost. 

ï Assuming a search cost of 5 gives a total cost of 39 block accesses. 

ï This is a lot smaller than the 50,000 accesses that you would get by 

scanning ENROLL. 

 Another example:  
select StudentId from ENROLL where Grade = óAô 

ï There are about 107,143 matching ENROLL records. 

ï So the cost is 107,148 block accesses. 

ï Note that this is twice the cost of not using the index. 

ï The reason is that each block of ENROLL will have >1 matching record, 

and we need to read in that block at different times to read each one. 

 The moral of the story is that indexes are only useful if the indexed field is 

sufficiently selective. 


