
CS357: Database Systems Implementation 

Class 32:  4/9/08 

1. Using an Index to Perform a Join 

 Last class we saw how to use an index to efficiently execute a select scan. 

– That strategy is called an indexscan. 

– The cost of that strategy is (index search cost) + (#matching records) 

– If the selection predicate is sufficiently restrictive, this cost is better than 

the cost of the select scan. 

 We can also use an index to efficiently join two tables.  

 Example: Consider the query 

   
  select SName , SectionId  

  from STUDE NT, ENROLL 

  where SId = StudentId and Grade = óFô 

 

 The SimpleDB planner will construct a product scan of the two tables, with a 

select scan on top. 

– The cost will be 4,500 + 45,000*50,000 = 2,250,004,500 block accesses. 

– We could do a bit better by putting the selection of ENROLL on the lhs, 

giving a cost of 50,000 + 107,000*4,500 = 481,550,000. 

 Suppose instead that there is an index on StudentId in ENROLL.  We can use the 

following strategy, called indexjoin: 

– Scan the STUDENT table. 

– For each record: 

– Use the SId value to search the index. 

– For each matching index record, go to the corresponding record in 

ENROLL. 

 Suppose that there are N records in STUDENT.  The cost of this strategy is: 

 (cost of scanning STUDENT) + N*(index search cost + #matching records) 

 If we use the statistics from Figure 16-7, then the cost becomes 

 4,500 + 45,000*(4 + 34) = 1,714,500 block accesses. 

– This is significantly better than the non-index plans. 

 Now suppose that there is an index on SId in STUDENT.  We can use an index 

join in the opposite direction: 

– Scan the ENROLL table. 

– For each record that has Grade=F: 

– Use the StudentId value to search the SId index. 

– For each matching index record, go to the corresponding record in 

STUDENT. 

 Suppose that there are M ENROLL records having a grade of F.  The cost of this 

algorithm is: 

 (cost of scanning ENROLL) + M*(index search cost + #matching records) 

– Here, M=1,500,000/14 = 107,143. 



– Assume that index search cost is 4. 

– Note that the #matching records = 1, because SId is a key of STUDENT. 

– Thus the cost is 50,000 + 107,143 * (4 + 1) = 585,715. 

– This is 1/3 the cost of using the other index. 

2. The Cost of Maintaining an Index 

 If indexes are so great (which they are), then why not just keep an index on every 

field of every table?  There are two issues: 

– An index uses up space. 

– An index needs to be updated each time its data file is updated. 

– That is, inserting a new data record implies inserting new index record, 

etc. 

 So if you have an index on three fields of a table, then each update command will 

be 4 times slower. 

 So a database administrator needs to be selective about which indexes she chooses 

to create. 

 The moral is that if you aren’t planning to use an index, or if the table is updated 

frequently, then it is not worthwhile creating the index. 


