CS357: Database Systems Implementation
Class 36: 4/18/08

1. The Need for Query Optimization
Consider the following query (Figure 24-11(a)):

select Grade

Ffrom STUDENT, SECTION, ENROLL

where Sld=Studentld and Sectld=Sectionld

and SName=0joed and 0QBar Of fered=2

Show basic query tree (Figure 24-11(b))
Calculate block accesses, assuming that a join is implemented by a product
followed by a select, as in SimpleDB.

Use statistics of Figure 16-7:

B(pl) = B(S) + R(S)*B(SECTION)

= 4,500 + 45000%2500

= 112,504,500
R(pl) = R(S)*R(SECTION) = 1,125,000,000
B(p2) = B(pl) + R(p1)*B(E)

112,504,500 + 1,125,000,000*50,000
= 56,250,112,504,500

Suppose disk accesses took 1ms, or 1000/sec. Then this query scan requires
over 56,000,000,000 seconds, or about 1,780 years.

Now look at the equivalent query of Figure 24-11(c), and consider its cost:

B(J1) = B(Select S) + R(Select S)*B(ENROLL)
= 4,500 + 1*50000
= 54,500

R(1) = R(ENROLL) / V(ENROLL, Studentld)
= 34

B(j2) = B(J1) + R(j1)*B(SECTION)

54,500 + 34*2500
139,500

Suppose disk accesses took 1ms, or 1000/sec. Then this query scan requires
only 2.3 minutes.

This is a significant difference, and the difference between a useless system and a
usable one.
e We can do even better, if the right indexes are available.

Suppose that ENROLL has an index on Studentldand that SECTION has
an index on Sectld

We implement the two join nodes of the second query tree by indexjoin
plans instead of product/selects.

Here is the cost:

B41) B(Select S) + R(Select S)*
(Btree cost + #Matches(ENROLL))
4,500 + 1*(4+34)

4,538



R(1) = 34

B(2) B(1l) + Rgl)*(Btree cost + #Matches(SECTION))

4,538 + 34*(4 +1)
4,708

T At Ims per disk access, this query takes 4.7 seconds.
e In fact, suppose we also have an index on SNameof STUDENT.
T Then we can calculate B(select S) to be Btree cost + 1 =15
T Which means that B(j1) =5 + 1*(4 + 34) = 43
T Which means that B(j2) = 43 + 170 = 213
T A 1ms per disk access, this query takes 0.2 seconds.
e The moral of the story is that an intelligent plan makes a very big difference in the
execution time of a query.

2. The Structure of a Query Optimizer
e Given an SQL query, the query optimizer is responsible for finding the most
efficient plan (i.e., the plan requiring the fewest disk accesses).
o There are two kinds of things it can do:
T restructure the nodes of the query tree.
T consider alternative implementations of each node.
e We saw each of these two things in the above example.
o We structure the optimizer into two stages:
T Stage 1 searches for the most promisingjuery tree.
T Stage 2 chooses the best implementation of each node in the query tree.



