CS357: Database Systems Implementation
Class 39: 4/30/08

1. Types of Exam Questions
e Draw a picture of something. (B-tree, logfile, contents of a block, optimized query
tree, etc.)
e Write a code fragment to do something. For example:
I Write plan/scan classes for a new operator.
T Modify the parser/planner to implement a new syntactic feature.
T Modify the record manager to implement records differently.
T Modify the remote interfaces to implement other JDBC methods.
e Suppose we want to change SimpleDB to do something.
T What components would have to change and how?
T Isita good idea?
T Modify the existing code to make it happen.
o Write a JDBC program to do something.
e Look at all of the end of chapter exercises. Nearly all are fair game.
I The conceptual problems are relatively easy. Do them.

I The other problems involve substantial coding. Design a solution. (That is,
make sure you know how to do it, eve

2. Sample Exercises on Query Processing
e Parsing
T 18.9: Add parentheses to predicates
T 18.10: Add the JOIN ... ON keywords to the from clause
T 18.16: Add another form of the SQL insert command. Tie this exercise
with 19.14, which asks you to modify the update planner.
e Planning
T 19.2: What does the planner need to verify in a given query?
T 19.5: Design a modification to the planner for verifying that every
mentioned field name exists and is unique.
e Remote
T 20.6: Design how to close all open result sets generated by a statement.
T 20.10: Design a simple authentication mechanism.
e Indexing
T 21.12: Compute the size of an index on Studentlcbf ENROLL.
T 21.20: Revise the executeCreatelndg®tanner so that it automatically
indexes any existing table records.
e Query Optimization
T 24.13abd: Use heuristics to optimize a query.
e Letds do t hem i ontiltwérenouft adtime:o wi ng or der ,
T 18.16,19.14,19.2,19.5, 21.12, 24.13, 20.6, 18.9, 18.10, 20.10, 21.20.



3. Exercise 18.16

The current grammar is

<Insert> := INSERT INTO IdTok ( <FieldList>) VALUES <ConstList
We revise it to

<Insert> := INSERT INTO IdTok ( <FieldList>) <InsertValues>

<InsertValues> := VAL UES ( <ConstList>) | <Query>

Look at the current parser method insert We modify the parser so that it has the
method insertValues

What is the return value of the method?

It will be either a constant list or a QueryDataobject.

We need to modify the InsertDataclass so that either one is ok.
One way to do that is to do something like this:

public class InsertData {
private String tbiname;
private List<String> flds;
private List<Constant> vals;
private QueryData gdata; /I this is new

public InsertData(String tbl name, List<String> flds,

List<Constant> vals, QueryData qdata) {
this.tblname = tblname;
this.flds = flds;
this.vals = vals; //one of these values
this.qdata = qdata; //will be null

4. Exercise 19.14

Look at the method executelnserin BasicUpdatePlanner

The solution to 18.16 modified the class InsertDataso that it held either a list of
values or a QueryDataobject. We therefore revise the method executelnsero
that it checks to see which is non-null, and if the query is non-null, to execute it
and insert values into the table.

Here is our revision to executelnsertNote that if the insertion involves a query,
we need to plan and execute that query.

public int executelnsert(InsertData data, Transaction tx) {

if (datav  als) = null) { ... }
else {

String gry = data.queryData().toString();
Plan gp = SimpleDB.planner().createQueryPlan(qry, tx);
Scan gs = gp.open();
while (gs.next()) {
us.insert();
for (String fldname : data.fields()) {
Constant val = gs.getVal(fldname);
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}

5. Exercise 19.2

(a) 'x)
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6. Exercise 19.5
a) What problem will occur when a non-existent field name is mentioned in a

query?
|

us.setVal(fldname, val);

}
}

The tables STUDENT, COURSE, ENROLL, and SECTION exist.

Each of the fields SId, Studentld, Sectld, Sectionld, Courseld, CId, Title,
SName, and Grade are in exactly one of the underlying tables.

The fields SID and Studentld have the same type, as do Sectld and
Sectionld, as do Courseld and CId.

The field Title has a character-based type (such as varchar).

The tables STUDENT and ENROLL exist.

Each of the fields SId, Studentld, Sectld, Courseld, CId, Title, SName,
and Grade are in exactly one of the underlying tables.

The fields SId, SName, and Majorld belong to STUDENT.
The fields Studentld and Grade belong to ENROLL.

The fields SId and Studentld have the same type.

The field Grade has a character-based type (such as varchar).
The field Majorld has a numeric type.

The tables STUDENT, COURSE, ENROLL, and SECTION exist.
Each of the fields SId, Studentld, Sectld, Sectionld, Courseld, CId, and
Title are in exactly one of the underlying tables.

The fields SID and Studentld have the same type, as do Sectld and
Sectionld, as do Courseld and CId.

The fiel d wo masbwhbnehe record niarfager loske for e
information about the field (such as its offset), the method will return null,
and a null pointer exception will occur.

b) What problem will occur when tables having common field names are
mentioned in a query?

The ProductScamnethods getintand getStringwill look for the field
value in the right child only
field is in both children, the left-side value will always get used.

c) Fix the code to perform the appropriate verification.

We need to verify the fields in the select clause, plus each field mentioned
in the where clause. Our approach is to preprocess the schema of each
underlying table, constructing a list of unambiguous fields. We can then
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go through all of the mentioned fields and make sure that each one is in
the list.

7. Exercise 21.12
e a) How many blocks are in the index file?

T 1,500,000 index records that fit 100 per block will require at least 15,000
index blocks.

e b) How many blocks are in the directory file?

T 15,000 index blocks implies that there will be 15,000 level-0 directory
records. If the directory records fit 100 per block, then there will be at
least 150 level-0 directory blocks.

T There will then be 2 level-1 directory blocks, and 1 level-2 root block.
Thus there will be 153 blocks in the directory file.

8. Exercise 24.13
o Consider the following query:

select Grade

from ENROLL, STUDENT, SECTION
where Sld=Studentld and Sectld=Sectionld
and Sld =1 and Prof = 'einstein’

e  Show that the join order (ENROLL, STUDENT, SECTION) has a lower cost tree
than (ENROLL, SECTION, STUDENT).
T First consider (ENROLL, STUDENT, SECTION)

T The join of (ENROLL, STUDENT) costs 1,500,000 + 1 = 1,500,001, and
has an output of 34 records.

T The join with SECTION costs 34 + 100 = 134.
T The total cost is 1,500,135.

T Now consider (ENROLL, SECTION, STUDENT)

T The join of (ENROLL, SECTION) costs 1,500,000 + 100 = 1,500,100,
and has an output of 6,000 records.

T The join with STUDENT costs 6,000 + 1 = 6,001.

T The total cost is 1,506,101.

e (alculate the most promising query tree, using the heuristic algorithm and
Heuristic 6a.

T The smallest table is STUDENT, which has 1 record. The other two
tables must be ENROLL and SECTION, according to Heuristic 5. Thus
the join order is (STUDENT, ENROLL, SECTION).

e (alculate the best plan for this query tree.

T Each join can be implemented as an indexjoin if an appropriate index
exists. Moreover, the selection on STUDENT can be implemented as an
indexselect.

Pl an pl1 = new TablePlan(AENROLLOG, tx);



Planp2 = new Tabl ePl an(ASTUDENTO, t Xx);
Predicate predl =...//Sld=1

Plan p3 = new Index SelectPlan(p2, iiSid, new IntConstant(1) );

Plan p4 = new Index JoinPlan(p3, pl, iiStudentld,), ASl do, tx
Pl an p5 = new TablePlan(ASECTI ONO, t x);

Planp 6 =new IndexJoinPlan (p4,p5 , iiSectld, iSeconl)do
Predicate pred = ... [/ Prof= 6éeinsteind

Plan p7 = new SelectPlan(p6, pred);

9. Exercise 20.6

e First, we modify RemoteStatemeatd SimpleStatemeind have the closemethod,
in the standard way.

e Then we modify RemoteStatementpl so that it keeps track of the open result
sets. When it creates a result set (in the method executeQuenyit saves it in a list.
It also passes a reference to itself into the RemoteResultSetImginstructor, so
t hat t h ecloseenghod cdn desremnéntdhe list. Finally, the new close
method calls closefor each result set still on the list.

10. Exercise 18.9
e We modify the grammar rule for predicateas follows:

<BasePredicate> := <Term> | ( <Predicate>)
<Predicate> :=<BasePredicate>[ AND <Predicate> ]

T Note the recursion between <predicate> and <basepredicate>

11. Exercise 18.10
e Revise the SQL grammar to handle explicit joins.
T We need to revise the category TableList

<TableList> := <TableSpec> [, <TableList> ]
<TableSpec> := IdTok [ <Joi nSpec> |
<JoinSpec> := JOIN IdTok ON <Predicate> [ <JoinSpec> ]

e Revise the SimpleDB parser to implement your grammar changes. Add the join
predicate to the predicate you get from the where clause.

I Here are the changes to Parser The revised code uses objects of the class
FromData That class is defined afterwards.

public  QueryData query() {
lex.eatKeyword("select");
Collection<String> fields = selectList();
lex.eatKeyword("from");
FromData tabledata = tableList();
Predicate pred = new Predi cate();
if (lex.matchKeyword("where")) {
lex.eatKeyword("where");
pred = predicate();

Collection<String> tables = tabledata.tables();



pred.conjoinWith(tabledata.predicate());
return  new QueryData(fields, tables, pred);

}

private FromData tableList() {
FromData data = tableSpec();
if  (lex.matchDelim(',)) {
lex.eatDelim(',");
data.addData(tableList());
}

return  data;

}

public  FromData tableSpec() {
FromData data = new FromData();
data.addTable(lex.eatld());
if (le x.matchKeyword("join"))
return  joinSpec(data);
else
return  data;

}

public  FromData joinSpec(FromData data) {

lex.eatKeyword("join");
data.addTable(lex.eatld());
lex.eatKeyword("on");
data.addPredicate(predicate());
if (lex.matchKeywo rd("join"))

return  joinSpec(data);
else

return  data;

T Here is the code for class FromData Essentially, the class holds a
collection of table names and a predicate.

public class FromData {

private  Collection<String> tables = new ArrayList<Str ing>();
private Predicate pred = new Predicate();

public void addTable(String tbiname) {
tables.add(tbiname);
}

public void addPredicate(Predicate p) {
pred.conjoinWith(p);
}

public void addData(FromData data) {
tables.addAll(data.tables) ;
pred.addChild(data.pred);

}

public  Collection<String> tables() {
return  tables;
}



public  Predicate predicate() {
return  pred;
}

}

12. Exercise 20.10

e We add the method connect(String user, String pwid)the RemoteDriver,
SimpleDriver, and RemoteDriverImpl classes.

e We then implement RemoteDriverImpl so that it opens the authorization file and
looks for a matching username/password entry.

T Ifit finds one, it continues normally.
T Otherwise, it throws an exception.

13. Exercise 21.20
e We add code similar to the executelnsennethod.

public int executeCreatelndex(CreatelndexData data,
Transaction tx) {
String tbhiname = data.tableName();
String fldname = data.fieldName();

SimpleDB.mdMgr().createlndex(data.indexName(), tbiname,
fldname, tx);
Map<String,IndexInfo> indexes =
SimpleDB.mdMgr().getindexInfo(tblname, tx);
IndexInfo ii = indexes.get(fldname);
Index idx = ii.open();

Plan p = new TablePlan(tblname, tx);
UpdateScan s = (UpdateScan) p.open();
whil e (s.next()) {

RID rid = s.getRid();

Constant val = s.getVal(fldname);

ii.insert(val, rid);

s.close();
idx.close();



