
CSCI3390-Lecture 16: NP-completeness

1 Summary
• We recall the notion of polynomial-time reducibility. This is just like the re-

ducibility we studied earlier, except that we require that the function map-
ping instances of one problem to instances of the other be computable in
polynomial time.

• We define NP-hard and NP-complete problems. NP-complete problems
are, in a sense, the hardest problems in NP. If an NP-complete problem
were shown to be in P, it would follow that P=NP, so that a proof of NP-
completeness is taken to be a proof that a problem is likely to be intractable.

• Main theorem: SAT is NP-complete (the Cook-Levin Theorem). From this
start, we will use reduction to show that a number of other computational
problems are NP-complete.

• We’ll give the proof of the Cook-Levin Theorem. The idea is simple, the
precise details a bit involved. As a warmup, we will show a few simpler
reductions from problems in NP to SAT.

2 Polynomial-time reducibility (more formal than be-
fore)

We discussed polynomial-time reducibility in the last lecture. Here is a formal
definition.
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2.1 Definition
L1 ⊆ Σ∗, L2 ⊆ Γ∗ computational problems .

L1 ≤P L2

if there exists a function
f : Σ∗ → Γ∗

such that

• w ∈ L1 iff f(w) ∈ L2

• f computable in polynomial time (by a polynomial-time deterministic TM).

Observe that ordinary reducibility has the same definition, without the polynomial-
time part.

2.2 Properties
1. L1 ≤P L2 and L2 ∈ P implies L1 ∈ P. (Compare ordinary reducibility and

decidability.)

2. ≤P is transitive, that is, if L1 ≤P L2 and L2 ≤P L3 then L1 ≤P L3.

Here is the proof. For 1, the algorithm for L1 is: given an input w, compute
f(w) and check whether f(w) ∈ L2. The two hypotheses say that both these
operations can be carried out in time polynomial in |w|. Thus L1 ∈ P.

For 2, let f : Σ∗ → Γ∗ and g : Γ∗ → ∆∗ be the functions realizing the
reductions of L1 to L2 and L2 to L3 respectively. Then g ◦ f : Σ∗ → Γ∗ has one
of the properties we need—namely w ∈ L1 if and only if g ◦ f(w) ∈ L3. But how
do we know that we can compute g ◦ f(w) in time bounded by a polynomial in
n = |w|? It takes no more than cnk steps to compute f(w), and it takes no more
than d|v|` steps to compute f(v) for v ∈ Γ∗. Further, observe that |f(w)| ≤ cnk,
because we need at least one step to write down each letter of f(w). So we can
compute g(f(w)) in

cnk + d(cnk)` = O(nk`)

steps.
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3 NP-complete problems
A problem L is NP-hard if for every L′ ∈ NP, L′ ≤P L. We take this to mean
that L is at least as hard (maybe harder) than any problem in NP.

A problem is NP-complete if it is both NP-hard and in NP. The NP-complete
problems represent, in a sense, the ‘hardest’ problems in NP. By what we observed
above, if an NP-complete problem can be shown to be in P, then P = NP. So
proof of NP-completeness has become a kind of stand-in for proof that a problem
is truly intractable.

Cook-Levin Theorem If L ∈ NP then L ≤P SAT. Since we already know that
SAT is in NP, this shows that SAT is NP-complete.

Earlier we showed
SAT ≤P 3-SAT.

Thus it follows from the Cook-Levin theorem that 3-SAT is also NP-hard, and,
since it is in NP, it is NP-complete.

4 Some warmup reductions
The Cook-Levin Theorem says that every problem in NP is polynomial-time re-
ducible to SAT. This means, in particular, that problems like graph 3-colorability,
Hamiltonian path, Sudoku, etc. are reducible to SAT. Here we will give separate
proofs of some of these facts, just to give you an idea of how such a reduction
works in a somewhat simpler case.

4.1 Graph 3-colorability
We give a polynomial-time reduction of Graph 3-colorability to SAT. This means
that we have to describe an algorithm that translates each graph G to a proposi-
tional formula φG in CNF such thatG is 3-colorable if and only if φG is satisfiable.

Let the set of vertices of G be

V (G) = {1, . . . , n}.

Our formula will have 3n variables ri, gi, bi for i ∈ V (G). The intended mean-
ing is that ri is true if and only if vertex i is colored red (and likewise green and
blue, for the other variables). We need to write clauses that assert the following
properties:
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• Every vertex is colored some color.

• No vertex is colored two different colors.

• Adjacent vertices are not colored the same color.

The first property is translated by the n clauses

ri ∨ gi ∨ bi

for i ∈ V (G).
To say vertex i is not colored both red and blue, we can write

¬(ri ∧ bi) ≡ r̄i ∨ b̄i.

We get three such clauses for each i (for red and blue, red and green, blue and
green). Thus this introduces 3n clauses, each with two literals.

To say that vertex i and j are not colored the same color, we need three clauses:

r̄i ∨ r̄j, ḡi ∨ ḡj, b̄i ∨ b̄j.

We include these 3 clauses for every edge (i, j). Since there are not more than
(
n
2

)
edges, this introduces fewer than 3n2/2 new clauses, each with two literals.

Now it should be clear that satisfying assignments of the formula are pre-
cisely specifications of 3-colorings of G. So this algorithm is a reduction from
3-colorability to SAT. We counted clauses and literals to make sure that the con-
struction could be carried out in time polynomial in the size of the graph, and
resulted in a formula whose size is polynomial in the size of the graph.

If you look a little more closely at the construction, you see that it gives a
reduction from k-colorability to k-SAT: The only place where the number of col-
ors matters is in the first group of clauses that say that every vertex needs to be
colored. In particular we get

2-colorability ≤P 2− SAT .

Since we showed that there is a polynomial-time algorithm for 2-SAT, there must
be one for 2-colorability as well. (It is very easy to see that there is a polynomial-
time algorithm for 2-colorability independently of this.)
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4.2 Sudoku
Consider an M ×M Sudoku board that has been partially filled. In the standard
puzzle, M = 9. We will show how to construct a propositional formula that is
satisfiable if and only if the board can be completed to a solved puzzle.

The variables in the formula are pijk, where 1 ≤ i, j, k ≤M. We interpret this
variable as asserting that the cell in row i and column j contains the number k.
We write clauses to express the following requirements:

• The cells in the initial setup are filled as described (for example, if we are
given a puzzle in which the cell in row 3, column 4, contains a 9, then this
should be reflected in the formula by having p1,3,9 be true.)

• Every cell contains exactly one number.

• No row contains two occurrences of the same number.

• No column contains two occurrences of the same number.

• No subsquare contains two occurrences of the same number.

To express the first property, we just have a bunch of one-variable clauses of
the form pijk, giving the initial configuration of the puzzle. There are no more
than M2 such clauses.

To say that every cell contains some number, we use the M2 clauses

M∨
k=1

pijk,

one for each cell i, j. Each of these clauses contains M literals.
To say that no cell contains two different numbers, for each cell i, j and each

pair k 6= k′, we have the clause

p̄ijk ∨ p̄ijk′ .

There are M2 ·
(
M
2

)
< M4 such clauses, each with two literals.

To say that no row contains two occurrences of the same number, for each row
i, for each pair j 6= j′, and for each value k, we have the clause

p̄ijk ∨ p̄ij′k.
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Once again there are M2 ·
(
M
2

)
< M4 such clauses, each with two literals.

We get similar formulas for the remaining two conditions. For the subsquares
condition, we have to consider all pairs of distinct pairs (i, j), (i′, j′) belonging to
the same subsquare, but the count is the same.

So we wind up with a formula having O(M4) clauses, each with no more than
M literals, which we can write down directly from the given instance. Observe
that the great majority of clauses are common to every instance of the problem–
only the first category depends on the particular instance. We constructed the
formula in such a way that it is satisfiable if and only if the puzzle has a solution.
So this shows

SUDOKU ≤P SAT.

5 Proof of the Cook-Levin Theorem
We now show that for any L ∈ NP, L ≤P SAT.

The setup. Let L ∈ NP. Then L is accepted by a polytime NDTM M =
(Q,Σ,Γ, s0, δ). Recall the model definition—this is just an ordinary deterministic
polynomial time TM with a guessing phase at the beginning. We will suppose
this is a TM whose tape is infinite in only one direction. (This makes the details
slightly easier to write down, and could easily be avoided.)

We imagine computation of the successive configurations of the deterministic
part ofM (after the guessing phase) on inputw as the process of filling in the cells
of a square grid with tape symbols ofM.. In row 1 we have written w, (|w| = n)
and the guess which takes up cnk squares of the first row. The computation runs
for at most dn` steps. If the machine enters a halted state before this number
of steps is completed, we will just say it maintains the same configuration for
the remaining steps. Since the length of the tape (the non-blank portion) cannot
exceed the number of steps of the computation, the entire computation will fit in
an N ×N square, where N = dn`. In addition to filling the cells of the grid with
tape symbols, we need to indicate for each time the cell that is currently being
scanned, and the state.

For each w we have to produce a formula φw in CNF such that (a) the con-
struction of φw can be carried out in polynomial time in the length of w, and (b)
there is an accepting computation ofM on w if and only if φw is satisfiable.

Most of the proof is devoted to the construction of φw. Once you get how the
construction works, (a) and (b) will be (more or less) obvious–but we will explain
them.
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Figure 1: Proof of the Cook-Levin theorem—that SAT is NP-complete, requires
constructing a formula φw for which every satisfying assignment corresponds to
entering tape symbols in thisN×N grid, along with specification of a state at each
time and a reading head position at each time. The entries are required to satisfy
certain initial and final conditions, shown in the diagram, as well as be consistent
with the operation of the Turing machine at each step. All these requirements can
be formulated as clauses of φw.
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Variables. These are of two types:

1. For 1 ≤ i, j ≤ N and γ ∈ Γ, the alphabet of tape symbols ofM, we have
the variable

symbolγ,i,j,

which we interpret to mean, at time i, cell j of the tape contains the symbol
γ.

2. For 1 ≤ i, j ≤ N and s ∈ Q, the state set ofM, a variable

posi,j,s

which we interpret to mean, at time i, the reading head is at cell j of the
tape, and the machine is in state s.

Clauses. These are of several types:

1. A group of clauses that gives the initial configuration of the machine at time
1.

2. A group of clauses that says that at each time step t > 1, the configuration
of the machine follows from the configuration in the preceding step by the
transition rules of M..

3. A clause that says that at time N,M is in an accepting state.

Let’s construct the first group of clauses: We need to say that at time 1 the
reading head is on cell 1 and the M is in the machine’s initial state s0. This is
handled by the one-variable clause

pos1,1,s0
.

We also need to say that this is the only head position and state at time 1, so we
get N · |Q| − 1 other clauses

¬pos1,j,s

whenever (j, s) 6= (1, s0).
We need to say that at time 1, every cell contains exactly one symbol, so for

every 1 ≤ j ≤ N and tape symbols γ 6= γ′, we have a clause

¬symbolγ,1,j ∨ ¬symbolγ′,1,j.
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and for every 1 ≤ j ≤ n the clause∨
γ∈Γ

symbolγ,1,j.

Together these introduce O(N) new clauses, each with no more than |Γ| literals.
If γj is the jth symbol of w, then we need the one-variable clause

symbolγj ,1,j.

This introduces n < N new clauses with one literal.
If j > n+ cnk, we need the one-variable clause

symbol�,1,j.

This also introduces n < N new clauses with one literal.
For the last group, we have the single clause

N∨
j=1

posN,j,accept,

with N literals.
The remaining clauses describe the operation of the machine, showing how the

configuration at each time step is derived from the configuration at the previous
step. This ensures, among other things, there is only one possible configuration
at each time t > 1 once the configuration at time 1 is fixed. We actually don’t
need to write down the exact clauses for to see how this works. We only need to
observe that when i > 1, posi,j,s and symbolγ,i,j are completely determined by the
values of the 3|Q|+ 3||Γ| variables

posi−1,k,s′ , symbolγ,i−1,k

where s ∈ Q, γ ∈ Γ, and j − 1 ≤ k ≤ j + 1.
For example, the symbol at time i > 1 in cell j is γ if either (i) the symbol at

time i − 1 in cell j is γ, and the reading head is NOT on cell j at time i − 1; or
(ii) the reading head is on cell j at time i− 1, the state is s, the symbol scanned is
γ′ and the second component of δ(s, γ′) is γ. To represent this, we provisionally
write a ‘clause’

symbolγ,i,j ↔ θ,
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where θ expresses all these conditions. The formula θ is some complicated propo-
sitional formula in the 3|Q| + 3||Γ| variables given above. We then convert
symbolγ,i,j ↔ θ in CNF. This might give us a lot of clauses, but the number of
such clauses for each fixed i, j does not depend on N . We treat posi,j,s in exactly
the same way. Thus this group contains O(N2) clauses, each with O(1) literals.

The result is a formula that is satisfiable if and only if there is some way
to guess values in the guessing portion of the tape at time 0 so as to produce an
accepting run of the Turing machine, that is, if and only ifw ∈ L. The construction
shows that the size of the formula is bounded above by a polynomial in N, and
thus by a polynomial in n.

In a sense, this is just like the proof that Sudoku is polynomial-time reducible
to SAT: We are given an initial configuration of the grid, and some rules for filling
the grid, and ask whether it is possible to ‘solve’ the puzzle, where the rules for the
solved puzzle are defined by a formula of propositional logic. The important point
is that this formula is easy to write down, and has size bounded by a polynomial
in the original input.
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